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Abstract 
A supervised artificial neural network was developed based on previous models by Marr ( 1969) and Albus ( 1971), which 
modelled the cerebellar cortex. The model was extended to include intracerebellar nuclei and a method for establishing 
connections between the input and granular layers during a period ofpre-training. The model was trained on 
classification tasks using real world data sets and was found to perform better than a standard backpropagation network. 
In particular it was found that far fewer example presentations were required by the artificial cerebellar model (ACM) in 
order to learn to the same level of accuracy as the backpropagation network. 
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1 Introduction 
The field of artificial neural networks (ANNs) was first 
inspired by the work of Hebb [8] who proposed a theory 
for learning in neural networks involving synaptic 
plasticity. This theory led to the development of the 
perceptron [ 15]. 

The perceptron was later modified with the addition of 
extra layers and a new learning algorithm called 
backpropagation [16]. While retaining many ideas of the 
perceptron, the backpropagation network was not based on 
new biological information but on a mathematical 
technique. In fact it has not been shown that any form of 
backpropagation exists in nature. 

Biological research has influenced other types of neural 
networks however. In particular self-organising maps 
(SOMs) were originally inspired by areas of the cerebral 
cortex, which show self-organising behaviour (10]. In 
contrast to the backpropagation network, which employs a 
supervised learning technique, SOMs, like most 
biologically plausible ANNs, use an unsupervised learning 
paradigm. 

Supervised learning, however, is often the most obvious 
and straightforward approach to take for many learning 
tasks. For example when teaching a child to recognise 
letters of the alphabet we do not just reply "correct" or 
"incorrect" to their guesses, but rather we provide the 
correct answer. Similarly for classification tasks (a 
common use of ANNs) we often have access to a set of 
known examples, and so supervised learning is the most 
appropriate paradigm to employ. 

The reason for the lack of biologically plausible, 
supervised ANNs, is that biological networks rarely have 
access to the correct output pattern that they are trying to 
reproduce. The cerebellum is an exception however, as 
supervision is provided externally by other associated 
networks. 
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A supervised ANN based on the cerebellum was 
developed and tested on various real world classification 
tasks. The artificial cerebellar model (ACM) was 
compared to a standard backpropagation network. Unlike 
other cerebellar models (see Barto et al. [3], Bullock et al. 
[4]) it is not designed to be an accurate biological model, 
but rather an efficient and practical implementation of 
biological principles. 

2 The Cerebellum and Supporting 
Networks 

The cerebellum is a highly structured and relatively simple 
component of the brain (6] and as such has attracted much 
attention from researchers over the past century. The 
cerebellum is responsible for regulating motor outputs 
[12], which range from limb movement to saccadic eye 
movements and speech. To achieve this task the 
cerebellum receives input both from the cerebral cortex 
and from sensorimotor areas. This information is used to 
determine the next sequence of motor outputs. 

The cerebellar cortex consists of three layers - the 
molecular layer, the Purkinje layer and the granular layer. 
The cortex receives input via mossy fibres, which originate 
outside the cerebellum, and sends output to various 
cerebellar nuclei that also receive input from mossy fibres. 
Other inputs to both the cortex and nuclei come from 
climbing fibres , which also originate outside the 
cerebellum. Figure 1 shows the configuration of the cortex 
and supporting networks. 

The mossy fibres originate from cells outside the 
cerebellum and receive their inputs from the sensorimotor 
areas of the cerebrum and from the spinal cord. Besides 
providing input to the granule layer these cells also excite 
neurons in intra-cerebellar nuclei such as the dentate 
nucleus [6]. 
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Figure 1. Cerebellar structure and connections including 
Granule Cells (Gr), Golgi Cells (Go), Basket Cells (Ba), 
Purkinje Cells (Pu) and Columnar Cells (Co). Excitatory 
cells are white, inhibitory cells grey. [5, 6, 12] 

The granule cells receive input from relatively few mossy 
fibres. These mossy fibre connections are initially scarce, 
and are gradually added during the first few weeks after 
birth [9]. Input is also received from one or two Golgi 
cells. The Golgi cells are excited by large numbers of 
parallel fibres in the molecular layer and may also receive 
some input from mossy fibres [12]. 

The molecular layer consists of stellate and basket cells, 
both of which receive their input from the parallel fibres. 
Basket and stellate cells are both inhibitory and synapse on 
Purkinje cells in the Purkinje layer [12]. 

The Purkinje layer consists of Purkinje cells, which are 
inhibitory. They receive excitatory input from the parallel 
fibres and inhibitory input from the basket and stellate 
cells. Each Purkinje cell also receives input from a single 
climbing fibre, via a very strong connection. The Purkinje 
cells form the only output from the cerebellar cortex [12]. 

Purkinje cells project to various cerebellar nuclei including 
the dentate nucleus. In the dentate nucleus, the axons of 
each Purkinje cell encompass the dendrites of a single 
columnar cell and may also. synapse on bridging cells in 
the same area. The columnar and bridging cells also 
receive input from mossy fibres [5]. 

The climbing fibres originate outside the cerebellum and 
the cell bodies of these neurons receive input from the 
same sources as the mossy fibres (although via a different 
route). Aside from the strong connections made with 
Purkinje cells, the climbing fibres also synapse in 
intracerebellar nuclei such as the dentate nucleus. 

It appears that input from the mossy fibres form a rough 
approximation of the desired output in the intra-cerebellar 
nuclei, which is then refined by inhibitory output from the 
Purkinje cells. The climbing fibres provide supervision for 
this task, which is evidenced by the fact that these fibres 
are most active when a new motor task is being learnt [6]. 
Since climbing fibres also terminate in intra-cerebellar 
nuclei it is reasonable to expect that learning might also 
take place here. Unfortunately the literature is unclear on 
this point. 
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2.1 Models of Cerebellar Function 
Marr [11] and Albus [1] proposed similar models for the 
cerebellar cortex. Each model consisted of three layers -
an input layer, a granule layer and a Purkinje layer. In 
both cases it was assumed that learning could take place 
only at the granule-Purkinje cell synapses. 

The granule layer was taken to be a recoding of the input 
pattern that randomly (although Marr suggests reasons 
why this assumption may be wrong) codes the input fibres 
onto the granule cells. In each model a single Golgi cell 
was assumed to be responsible for regulating the granule 
cell output. The Golgi cell changes all granule cell 
thresholds (by applying an inhibitory input) so that only a 
small fraction of granules cells can be active at one time. 

Both models assumed synaptic plasticity at the granule-
Purkinje cell synapses controlled by the presence or 
absence of a climbing fibre signal. That is, the climbing 
fibre is assumed to be a training input for these synapses. 
Comparisons were drawn between these cerebellar models 
and a perceptron where the granule cells form an 
association layer. the only difference being the action of 
Golgi cells to reduce granule layer activation. 

3 The Artificial Cerebellar Model 
(ACM) 

The ACM network consists of four layers, an input layer 
and an output layer, a granule layer and a Purkinje layer as 
shown in Figure 2. The input layer represents cells in the 
pontine nucleus that are the source of mossy fibre input 
and the output layer is representative of cells in any of the 
intracerebellar nuclei, especially the dentate nucleus. The 
molecular layer of the cerebellar cortex is not included in 
the model, instead stellate and basket cell function is 
incorporated into the Purkinje cell learning rule and Golgi 
cell inhibition of the granule layer is abstracted. 

Figure 2. Layers and typical connections for the ACM 
network. White cells in the input layer store the original 
input values, grey cells store the inverse of those inputs. 

The ACM network was tested on classification tasks. The 
input layer stores the input pattern to be classified as well 
as the inverse of that pattern. Each input, Pi· is sc~led to be 
in the range zero to one and the inverse, Pi+ I, is taken to be 
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one minus the corresponding original input. The scaled 
inputs feed into the granule layer and the output layer 
while the inverse inputs make connections in the granule 
layer only. The inverse inputs allow the granule layer to 
place as much significance on low inputs as on high inputs. 
Connection weights between the input and output layers 
are allowed to be both positive and negative and so the 
output layer does not require inverse inputs. 

Connections to the granule layer are added during a brief 
period of pre-training described below. Each granule cell, 
gj, calculates an average, Pi• of its inputs. The mean, P, 
and standard deviation, S, of these averages are then 
calculated and used to calculate Golgi cell inhibition, 
equation ( 1). Granule cell activation is then calculated 
using equation (2). 

G=P+pS 

1 

(1) 

(2) 

A large value is used for K to ensure granule cell activation 
is close to either one or zero. The value of p governs the 
proportion of granule cells with high activations. A value 
of 30 was found to be suitable for K and a value of 1.25 
was found suitable for p, giving approximately 10% of 
granule cells with high activation levels. Granule cells 
with activation levels less than 0.1 (up to 90%) were 
ignored to improve efficiency. The optimum number of 
granule cells was found by parameter tuning for each data 
set. Input-granule layer connections were not modified 
during training, ie. it was assumed that synaptic 
modification was not present between these layers. 

In contrast to input-granule layer connections, complete 
connectivity was assumed between the granule and 
Purkinje layers. Complete connectivity was also assumed 
between the input and output layers, but an additional 
Purkinje cell input was added to each output cell in a one-
to-one relationship. 

3.1 PreMtraining 
Input-granule cell connections were added during a brief 
period of pre-training, which simulates the early 
development of the cerebellar cortex. Initially only one 
connection is added to each granule cell and these are 
distributed evenly over the input cells. There are normally 
far fewer input cells than granule cells and it is convenient 
to choose the number of granule cells as a multiple of the 
number of input cells for this purpose. 

Additional connections are added by choosing an example 
randomly from the training set and calculating input cell 
activations, Pi> and the average input for each granule cell, 
Pj· These are then modified using equations (3) and (4). 

' !:maL..!.i p; = Xp; rmax (3) 

(4) 
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where r; and si are the number of connections already 
added to input cell i and granule cell j respectively and rmax 
and Smax are calculated using equations (5) and (6). 

Smax = 4 X ln(m) (5) 

§nn.. 
rmax= n X m (6) 

where n is the number of input cells and m is the number 
of granule cells. Equation (5) was chosen to give 
biologically comparable connectivity without having too 
few connections for small networks or too many for large 
networks. A connection is then added between the input 
cell with the highest p' and the granule cell with the 
highest p' . The process is then repeated until an average 
of smax/2 connections have been added for each granule 
cell. 

3.2 Training 
Once pre-training is complete, training continues in an 
identical manner to backpropagation. Examples are 
chosen randomly from the training data set and the 
network output is calculated. Both the Purkinje and output 
layers receive the known correct output for that example 
(supervision) and this is used to update the network 
weights. 

Both layers update their weights according to the delta rule 
as in equation (7). 

(7) 

where w;i is the connection weight from the ith input cell to 
the jth output cell, ei is the error of the jth output cell, o; is 
the value of the ith input cell and T) is the training rate. For 
the Purkinje layer the input cells are the granule layer cells 
and for the output layer the input cells are the input layer 
cells plus one Purkinje cell. The training rate 11 is 
determined through parameter tuning. w;i is allowed to 
vary without limit either positively or negatively. 

While this training rule is not strictly Hebbian, its use can 
in part be justified by the presence of inhibitory cells 
(negative weights), and the recent discovery of an error 
correcting learning rule in the visual cortex of rats [2, 7]. 

4 Results and Discussion 
The ACM network was first tested for its ability to solve 
non-linear problems in the form of the standard XOR 
problem. The problem was correctly solved in 20% of 
trials with 10 granule cells, 50% of trials with 20 granule 
cells and 90% of trials with 30 granule cells. Clearly many 
more granule cells are required by the ACM network than 
a similar backpropagation network, which is able to solve 
the problem in 75% of trials with just two hidden nodes. 

Both the ACM network and a backpropagation network 
with one hidden layer were then tested on five "real-
world" data sets. The Iris, Sat, Wine and Letter data sets 
were obtained from the UCI repository of machine 
learning databases [13]. The Weed data set was originally 
produced by the Scottish Crop Research Institute. Table I 
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gives a brief description of the data sets and shows the 
number of hidden nodes or granule cells found to give the 
best performance for the backpropagation network and 
ACM network respectively. This confirms the 
requirement for a large number of granule cells in the 
ACM network. 

Data Description Attributes I Total Granule Cells/ 
Set Categories Examples Hidden Nodes 

ACM BP 
Iris ID of irises 4/3 150 128 3 

Wine ID of grape 13/3 178 52 2 
varieties in 
wine 

Weed ID of weed 7/10 398 84 8 
seeds 

Letter Recognition of 16/26 20000 320 30 
capital letters 

Sat Classification 4/ 6 6435 32 3 
of satellite data 

Table I. Description and parameters of data sets and 
granule cell I hidden nodes required for each data set. 

Figure 3 shows the accuracy achieved by the ACM 
network and backpropagation network on training and test 
data sets respectively. The ACM network performed 
comparatively well on all data sets except the Weed data. 
On this data set the backpropagation network also 
generalised poorly even though it had better overall 
performance. This difficulty in generalising the Weed data 
may have led to poor connection choices in the pre-
training phase of the ACM network and hence it was 
unable to learn effectively in the main training phase. 
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Figure 3. Accuracy achieved by the ACM and 
backpropagation networks on training (a) and test (b) data 
sets. 
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Both networks were also tested for noise tolerance by 
training on each entire data set and then testing accuracy 
on the same data but with various levels of noise added. 
The results (Figure 4) revealed slightly poorer performance 
for the ACM network on this task. This poorer 
performance is probably due to the aggressive thresholding 
scheme used by ACM. In the ACM noisy inputs may 
result in a completely different set of granule cells being 
active than with the noise free data. In the backpropagation 
network however, the hidden layer does not unduly 
magnify noise from the input layer. 

80% 

80% 

20% 

\ 
\ 

-e-ACM 
- -£1- · Backprop 

0% +--,--~--~~--~--~~---r--~~ 

0% 10% 20% 30% 40% 50% 60% 70% 80% 90% 100% 

%Noise 

Figure 4. Typical noise tolerance for the ACM and 
backpropagation networks on the Sat data set. 

The number of example presentations required for learning 
was also measured for each network. Due to time 
constraints this data was collected for the Iris, Weed and 
Letter data sets only. The ACM network far outperformed 
the backpropagation network in this area, as shown in 
Figure 5, despite the example presentations required for 
pre-training. 

While the ACM network is faster in terms of example 
presentations, it is not clear what the comparative 
computational cost of the network is. This could be 
measured in elapsed time for training but this can be 
implementation dependent and so the commonly used 
measure of connection crossings will be used. A 
connection crossing is said to occur each time the network 
makes a weight calculation. In order to calculate 
connection crossings we must first determine the number 
of inter-layer connections and these are shown in Table II. 

Data set To granule/ To Purkinje To output 
hidden la er la er la er 

Iris 384 I 12 384 I- 15 I 9 
Weed 336 I 104 840/ - 80/90 
Letter 1920/480 8320/- 442 I 780 

Table 11. Inter-layer connections for the ACM (first 
number) and backpropagation (second number) networks 
for the Iris, Weed and Letter data sets. 

For the ACM network, the granule layer connections are 
added during pre-training and only these connections are 
required during this phase. Therefore the number of 
connection crossings required for pre-training may be 
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calculated as an arithmetic progression. At the conclusion 
of pre-training, granule layer outputs may be cached so 
that the connections need not be counted for training 
(although the connection crossings performed during 
caching must be). In addition approximately only 10% of 
granule layers contribute to Purkinje layer output for each 
example presentation and so only 10% of the Purkinje 
layer connections need to be counted. 
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Figure 5. Example presentations required for training the 
ACM and backpropagation networks on the Iris (a), Weed 
(b) and Letter (c) data sets. 

Figure 6 shows the connection crossings required by each 
network for training on the Iris, Weed and Letter data sets. 
This data should not be considered definitive, as there is 
considerable difference in the methods of calculation 
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between the two networks, particularly with respect to the 
granule layer (average versus weighted sum). 
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Figure 6. Connection crossings required for training on 
the Iris (a), Weed (b) and Letter (c) data sets. Connection 
crossings required for pre-training are insignificant for the 
Weed and Letter data sets. Caching is also insignificant 
for the Weed data set. · 

Further tests were carried out to determine whether the 
inclusion of the output layer and shortcut connections 
contributed to the improved performance of the ACM 
network. To measure this the accuracy of the Purkinje and 
output layers were measured at regular intervals during 
training. The results shown in Figure 7 show that in fact 
the Purkinje layer learns much faster and to the same level 
of accuracy as the output layer. 

Volume 6, No.4 



100% 

80"/o 

1. 
~ 

60% I 
I; 
(.) 

;!. 40".1. 

20% 

0% 
0 

f\ 
I ' 

50 100 150 

Examples 

-Output Layer 
-A - Purkinje Layer 

200 250 300 

Figure 7. Comparison of output and Purkinje layer 
learning on the Wine data set. 

This would seem to indicate that intracerebellar nuclei take 
no part in cerebellar learning. However in hindsight the 
training regime for the output layer was probably not well 
chosen and further work needs to be done to determine the 
usefulness of this layer. It may be that there are biological 
reasons for including the shortcut connections that are not 
relevant in the artificial case. 

5 Conclusion 
The ACM network presented here is both biologically 
plausible and efficient. It has clear advantages over a 
standard backpropagation network, particularly in terms of 
speed. The performance comparison is particularly 
impressive for complex data sets. There are, however, 
several improvements that could be made. 

In the current implementation the output layer, with its 
input layer shortcut connections, is not only ineffective but 
actually slows the network down considerably. This layer 
could either be discarded or further work could be 
performed to determine the effect of other training regimes 
for this layer. In particular the weights from the Purkinje 
layer could be fixed with only the input layer connections 
modifiable. This would prevent the eventual domination 
by the Purkinje cells. 

If the output layer and shortcut connections were removed 
the network would be similar to a perceptron with an 
association layer, as noted by Marc [11] and Albus [1]. 
There are two main differences however. The network 
includes an algorithm for automatically adding the 
association layer connections and the Golgi cell inhibition 
increases the ability of the network to quickly discern 
association layer patterns [1, 11]. 

Discounting the shortcut connections the ACM network is 
also similar in many respects to the Resource-Allocating 
Network (RAN) of Platt [14]. Both networks allocate 
resources to the hidden (or granule) layer during training 
(or pre-training in the case of ACM) and both use gradient 
descent to train the output layer. 

In contrast to the ACM network the RAN creates new 
nodes in the hidden layer with complete connectivity from 
the input layer. Starting with a fixed number of neurons in 
the granule layer and adding input layer connections, as in 
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ACM, is more biologically plausible and also has the 
advantage of giving a firm bound for the eventual size of 
the network. 

The hidden layer of the RAN is activated via radial basis 
functions (RBFs) which may be altered as training 
progresses. The ACM network was design as a model of 
the cerebellum, which clearly does not use RBFs (though 
other biological networks may). However, a combination 
of RBFs and thresholding may be worth investigating. 

The algorithm for adding input to granule layer 
connections could also be improved. Of 128 granule cells 
examined after pre-training on the Iris data set only 21 had 
unique connections. Similarly only 56 of 84 granule cells 
had unique connections after pre-training on the Weed data 
set. The XOR example also highlights this problem, at 
least 30 granule cells are required by the ACM network to 
consistently solve the problem when in theory it is possible 
to find a solution with just three. 

Simply removing the redundant connections would result 
in dramatic improvement in the performance of the 
network during training and caching. A better solution 
would be to refine the algorithm to produce fewer identical 
connections in the first place. This could improve the 
efficiency of the pre-training, caching and training phases. 

The ACM network represents a middle ground between 
biological accuracy and practical implementation. The 
results demonstrate that there is much to be gained from 
continued cooperation between the computational and 
biological sciences. 
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